SQL AND DB2 FOR Z/OS DATABASE PERFORMANCE ANALYSIS AND TECHNIQUES 

Platform: All
Audience: Application Programmers and DBA's
Abstract: 

Database are growing at extreme rates, and with ever increasing transaction volumes and complexity it is most important to have the proper design in place and tested prior to implementation. Once the database is implemented it may be accessed via many different ways (mainframe, intranet, Internet), and you have to be able to track and report on application performance in a complex environment. 

This seminar will introduce the participant to SQL performance basics and filtering, and give the user the skills to analyze and improve SQL statements for performance. In addition, the participant will be introduced to advanced SQL, and the impact on performance, as well as the ability to use advance SQL for performance improvement. The proper monitoring of systems and SQL will be presented so that the most import SQL will be tuned first. The impact of advanced database object such as stored procedures, user-defined functions, triggers and constraints will be discussed in regards to performance. Techniques for the simulation and testing of performance concepts will be presented, along with advanced database table and index design for performance.

This seminar is one day in length.

Learning Objectives:

1. Demonstrate an understanding of the DB2 relational engine and the SQL statement.

2. To get the basic rules of thumb for great SQL performance.

3. Understand the impact (positive and negative) of advanced SQL statements.

4. To properly predict performance before implementation, and monitor performance after implementation.

5. To use various techniques to encourage DB2 to choose a more efficient access path.

Areas Addressed:

· Introduction to SQL Performance 

· DB2 SQL Processing Internals; The Optimizer 

· The Optimizer and the Catalog 

· Filter Factors 

· Predicate Processing

· Access Path Basics 

· Tablespace Scan 

· Partition Range Scan 

· Data Access Via Clustered Index 

· Data Access Via Unclustered Index 

· Data Access Via List Prefetch 

· Multiple Index Access 

· Nested Loop Join 

· Hybrid Join 

· Merge Scan Join

· SQL Performance Basics 

· Filtering 

· Stage 3 Filtering 

· Stage 2 Filtering 

· Stage 1 Filtering 

· Predicate Stages – Indexable 

· Predicate Stages – Stage 1 

· Predicate Stages – Stage 2

· Performance Objectives 

· Avoiding Death by Random I/O 

· Avoiding Sequential Suffocation 

· Avoiding Index Screening

· Query Performance Considerations 

· Redundant SQL 

· Redundant Columns 

· Promotion of Stage 3 Predicates 

· Promotion of Stage 2 Predicates 

· Promotion of Stage 1 Predicates 

· Predicate Stages and Combining Predicates 

· Predicate Evaluation Sequence 

· Predicate Transitive Closure 

· Table Join Sequence 

· Indexable Column Expressions 

· Joining on Columns of Different Data Types 

· Subquery Execution Sequence 

· ORDER BY Requirements 

· Duplicate Removal 

· Non-Column Expressions 

· CASE Expressions

· Altering the Access Path 

· Collecting Statistics 

· OPTIMIZE FOR 

· Runtime Re-optimization 

· Predicate Disabling Techniques 

· Predicate Enabling Techniques 

· Table Join Sequence Encouragement 

· Index Encouragement 

· Subquery Versus Join 

· Existence Checking

· DB2 EXPLAIN 

· EXPLAIN Facility 

· PLAN_TABLE 

· Index Analysis 

· Visual Explain

· V8 SQL Performance Enhancements

· Advanced SQL and Performance 

· Using Advanced SQL for Performance 

· Advanced Database Objects and Performance 

· Proper Performance Monitoring 

· Simulation of Performance Concepts 

· Performance Testing 

· Table and Index Design Tips for Performance

